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Introduction  
 
Obtaining an unduplicated count of persons receiving homeless services is one the 
primary goals of the Homeless Management Information System (HMIS) initiative; 
however, accurately translating client data collected in an HMIS into an unduplicated 
count is not simple.  This paper proposes a method of unduplication that addresses data 
incompleteness and inaccuracies and the need to mask client identity in certain 
circumstances.  While unduplicating on the basis of personal identifiers allows for the 
greatest level of manual intervention by system administrators and potential accuracy, 
that approach is not always feasible given data quality and privacy concerns. 
 
Rationale 
 
Some HMIS implementations use reliable approaches to unduplication, which are 
complex and involve multiple components, while others are using less sophisticated 
techniques.  A single “client code” that is generated from various parts of the client’s 
personal information is an example of a less reliable approach used in many HMIS 
implementations.  The use of less reliable techniques limits the validity of the resulting 
count, cross-community analyses and national reporting.  Many current strategies also do 
not adequately address data quality issues, such as missing or inaccurate client 
information.  For instance, some approaches do not account for the fact that Social 
Security Numbers (SSNs) can be mistyped or missing, and one individual might provide 
personal information, such as a first name, slightly differently at different times.  Further, 
some methods don’t adequately account for the fact that two people often have similar 
names and birth dates.   
 
Privacy concerns also hamper the goal of achieving an unduplicated count.  In many 
communities, domestic violence providers and non-HUD funded mainstream programs 
that are not required to participate may choose not to share personal identifiers with the 
central system administrator.  In the October 2004, HMIS Data and Technical Standards 
Final Notice; Clarification and Additional Guidance on Special Provisions for Domestic 
Violence Provider Shelters (hereafter Domestic Violence Clarification), HUD stated: 
 

Domestic violence programs can choose to use a proxy, coded, encrypted or 
hashed unique identifier—in lieu of name and SSN—that is appended to the full 
service record of each client served and submitted to the central server at least 
once annually for the purposes of unduplication and data analysis.1  

 
Thus, the challenge is to use a method that protects the identity of the client, but 
simultaneously allows for unduplication.  As well, the de-identification method itself 
needs to be very secure, since the personal safety of clients may be at stake. 
 
The proposed specification follows best practice guidelines for unduplicating and de-
identifying client information in a manner that is both effective and consistent with 
                                                 
1 HMIS Data and Technical Standards Final Notice; Clarification and Additional Guidance on Special 
Provisions for Domestic Violence Provider Shelters  69 Fed Reg.  4848-N-03  (October 15,2004).   
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HUD’s Homeless Management Information Systems Data and Technical Standards Final 
Notice (hereafter HMIS Final Notice).2    
 
Multi-Field Matching, Hashing and Unduplication: An Alternative to the Client Code 
 
This document proposes an alternative methodology, multi-field matching, to the use of a 
“client code.”  The client code method combines the two functions of de-identifying 
information and unduplicating records; whereas the multi-field approach separates these 
functions and uses a better method for each. 
 
To date, the client code has been the most popular form of both unduplication and de-
identification in HMIS.  It is a single code generated from various parts of the client’s 
personal information, such as initials, parts of the SSN, parts or all of the client date of 
birth, and a letter for gender.  The virtues of the client code are that it is readily 
understood and appears to address two requirements at once: the need for client privacy 
(it does not require a full SSN or name) and a simple method of unduplicating records (if 
client codes match, the clients are the same; otherwise clients are distinct).   
 
Unfortunately, the client code does not meet either of its purposes particularly well. Its 
unduplication ability is limited since only fragments of the client’s identifying fields are 
used, and it does not account for missing fields or data entry errors.  In addition, de-
identification is relatively weak, as the fragments of identifying information are visible to 
the casual observer.  Using an approach that compares multiple fields affords better 
unduplication, since it uses entire fields for unduplication, rather than isolated letters or 
numbers, and it is also more flexible since there is a variety of ways in which records can 
be compared.  The de-identification strategy is also better since client names and SSNs 
can be completely concealed.  
 

Figure 1: Identifiable Data and Associated Client Codes* 

 

Row First Last SSN Gender DOB Client Code 

1 [K]ATHERINE [GU]EST 5554433[33] [F] [01]/[01]/19[50] KGU33F010150 

2 [K]ATHERINE [GU]EST  [F]  KGU_ F______ 

3   5554433[33] [F] [10]/[1]/19[50] ___33F100150 

4 [K]ATHERINE [GU]EST 5554433[33] [F] [06]/[07]/20[04] KGU33F060704 

5 [K]AREN [GU]THRIE 1112222[33] [F] [1]/[1]/19[50] KGU33F010150 

* Elements used to create the client code are bracketed. 
 
                                                 
2 Department of Housing and Urban Development, Homeless Management Information Systems Data and 
Technical Standards, Final Notice, 69 Fed.  Reg.  45889-45934 (July 30, 2004).   HUD’s support of 
providers sending de-identified data using the method described in this paper is limited to domestic 
violence providers and other providers that are not required to participate, such as the limited circumstances 
described under “Using These Specifications.”  The data elements to be de-identified are a subset of those 
elements deemed protected personal information, and by necessity encompass only those elements that are 
used solely for unduplication and not for analysis.  As such, the de-identification approach described here is 
only a part of a complete privacy and security protocol.  De-identified records still need to be protected 
during transmission and storage.   
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Suppose five records exist in the databases as shown in Figure 1, and parts of each of the 
fields are combined to create the client code in the final column.  While these records are 
fictional, even small HMIS databases will most likely face scenarios similar to these.  
The client code method would be unable to unduplicate the first four rows, and it would 
improperly match the first and fifth row – all because the client code relies on partial 
information that can be skewed when there is missing or similar information.  In contrast, 
the strategy outlined in this specification would properly unduplicate these records.  
Multi-field matching compares each field in a record to the corresponding fields in the 
other records.  Multiple combinations of equivalent and divergent data are used to match 
records and prevent false matches. 
 
The client code in Figure 1 only minimally masks the client’s identity.  Even casual 
observers who know the client may be able to deduce the client’s identity.  Figure 2 
shows an alternate means of de-identifying the client.  In place of the actual names and 
SSNs in Figure 1, a “hashed” version of each field is shown.  No actual letters or 
numbers of the client’s name and SSN are apparent, and thus the client’s identity is much 
more securely concealed.  The technique used to create this hash is “one-way;” there is 
no method of decrypting the hashed values back to the original values.3 
 
The effective de-identification shown in Figure 2 allows for accurate unduplication.  For 
example, even without knowing the actual SSN, the hashed values show that the SSN in 
records 1 and 3 are the same, but record 5 is different.  Similarly, the distinct date of birth 
in record 4 would invalidate the match using the client code.  But, since the multi-field 
approach is more flexible, even with the more secure hashed values, it is possible to 
recognize that record 4 has the same exact name and SSN as record 1, and to count them 
as one client.  Conversely, since the hashed values are based on the whole field, rather 
than just a few letters or digits from each field, rows 1 and 5 can also be distinguished.  
 

                                                 
3 In this example, date of birth is not hashed because the unduplication strategy proposed in this paper uses 
the day, month, and year of the date of birth separately, thus the content of the field needs to be transparent.  
Since the number of possibilities for each part of the date is limited, hashing each part of the date separately 
would not provide significant protection. In addition, the date of birth is also used for analysis of the age 
categories of homeless clients. A community that required hashing of the date of birth would need to 
modify the unduplication algorithm presented in this paper.  As discussed later, the hashing strategy is only 
one part of a complete privacy solution; multiple additional layers of security protect the date of birth and 
other protected personal information.  
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Figure 2:  Hashed Data Created from the Same Identifiable Data as in Figure 1 
 
Row First Last SSN Hashed  

First 
Hashed 

 Last 
Hashed 

SSN 
Gender DOB 

1 … … … 899463890633ceb98705
113db7cdca1586be6437

c8d6ea7f8e6850e9ed3b
642900ca27683a257201

a337edde2b14f0189ba6
3e5736b1728ad20ef48 

F 1/1/1950 

2 … …  899463890633ceb98705
113db7cdca1586be6437

c8d6ea7f8e6850e9ed3b
642900ca27683a257201

 F  

3   …   a337edde2b14f0189ba6
3e5736b1728ad20ef48 

F 10/1/1950

4 … … … 899463890633ceb98705
113db7cdca1586be6437

c8d6ea7f8e6850e9ed3b
642900ca27683a257201

a337edde2b14f0189ba6
3e5736b1728ad20ef48 

F 06/07/2004

5 … … … 61cbd912f7650cb7d1b0
db2b04d1228f61a74074

1af86e65cb9d6134134d
402c2f43f8aa7543e89e 

eefd6e867ae7d036dbafa
c4a7b2e943fee2fd6ab 

F 1/1/1950 

 
Another purpose of this specification is to recommend a consistent unduplication 
methodology that can be applied across communities. This will allow for a more valid 
comparison of information nationally, based on the aggregate data generated locally.  If 
an alternative unduplication algorithm is employed, this specification can provide a 
benchmark or guideline for a reasonable level of certainty or error rate in achieving an 
unduplicated count in an imperfect data collection environment.   
 
Using These Specifications 
 
These guidelines contain both explanatory information of interest to a non-technical 
audience as well as specifications for implementation that are directed to programmers 
and database developers.  The specification is concerned primarily with data integration, 
analytic, and data warehouse environments.  The de-identification approach in particular 
cannot be used in live HMIS databases where there is a need for end users to view client 
identifying information.  It could possibly be used along with applets or other HMIS 
applications that do not allow any users to view client identifiers. The unduplication 
algorithm may also be relevant to HMIS solution providers building unduplicated count 
reports.   
 
Assuming the data being unduplicated are in the right format, the algorithm works the 
same way and achieves the same results whether it is processing identified or de-
identified data.   

• Unduplication based on the original identifying information is preferred, since it 
allows administrators to ensure the data are cleaned, to confirm results of 
unduplication, and look more closely at ambiguous records. 

• HUD expects that service providers will send plain text full identifying data, 
including SSNs and names, to the central server as specified in the HMIS Final 
Notice. 

• The de-identification method defined in this document is a recommended 
approach in communities where there are domestic violence shelters participating 
in HMIS according to the specifications in HUD’s Domestic Violence 
Clarification.   

 
The de-identification approach might also be used in other scenarios not covered by the 
HMIS Final Notice, for example, the integration of data from non-homeless programs or 
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those that are not mandated to participate.  Also, since the HMIS Final Notice only 
requires data collection Continuum-wide, de-identified data may be sent in cross-
Continuum integration efforts, such as statewide or regional reporting and data analysis.  
In addition, where State law or other circumstances require that communities employ an 
informed consent approach to participation, sending de-identified data may be considered 
a secondary option when a client withholds consent to send personal identifying 
information. 
 
Section 1 contains a further discussion of unduplication issues and a detailed algorithm 
for unduplicating records.  Section 2 focuses on the de-identification method, specifying 
a particular hashing technique, as well as standard data formats.  It also discusses how an 
HMIS administrator can integrate and unduplicate data when some data sources are 
providing identifiable data and others are sending de-identified data.  Appendix A 
contains a description of testing the unduplication algorithm.  Appendix B contains an 
example of source code for the actual implementation of the unduplication algorithm in 
SQL Server 2000.

  5



Technical Guidelines for Unduplicating and De-identifying HMIS Client Records 
 

Section 1: Specification for Unduplicating Clients 
 
This section proposes an algorithm for unduplicating clients.  The algorithm works the 
same way whether the actual identifying information is present or if the data are de-
identified in the manner in Section 2.  Until this point, software providers and local 
communities have had the responsibility for determining an unduplication algorithm to be 
used locally, without any guidance.  Thus, unduplicated counts have not been generated 
consistently between communities, which means that communities with the same exact 
initial data could have vastly different counts depending on the procedure used to 
generate the count.  The specification is presented in this section as pseudo-code with 
commentary; whereas actual code is presented in Appendix B.  Programmers may choose 
to use this coding approach directly, or they may use it indirectly to inform the business 
rules that underlie other programming strategies.   
 
The Unduplication Challenge 
 
The unduplication process needs to balance two competing tasks.  First, the process 
should ensure that two records referring to the same individual are only counted once.  
This prevents an overcount.  Second, the process should prevent an undercount by 
ensuring that two records referring to distinct people are counted twice and not 
inadvertently assumed to refer to the same individual. 
 
Even with perfect data collection, these tasks are challenging.  While the likelihood of a 
particular record having the same information as any other random record may be small, 
the issue is not whether a single record will match any other single record, but rather 
whether any record among the many clients in the database will falsely match any other 
record.  Introductory probability students are often surprised to learn that in a group of 45 
people, there is a 90% chance that two people have the same birthday (not including 
year).4 Though any unduplication strategy contains more variables than just the 365 days 
in a year, the datasets are also much larger.  Also, besides birthdays and SSNs, most other 
client information is not randomly distributed, which creates an even greater likelihood of 
a false match.  For example, certain names, initials, and letter combinations are more 
common than others.   
 
The HMIS context heightens the probability problem, since homeless disproportionately 
affects men and women of particular ages. Thus, there may be more duplication of gender 
and age than in the general population.  For example, a query of Massachusetts records of 
homeless individuals in emergency shelter found that 50% of approximately 15,500 
unduplicated records were males between the ages of 35 and 54.5 Approximately one-
third of the records had both gender and birth date in common with at least one other 
record.  SSN can eliminate this issue, but if SSN is not available or if only part of the 
SSN is used in the unduplication procedure, the probability problems will persist. 

                                                 
4 For a clear explanation of this, see http://www.mste.uiuc.edu/reese/birthday/intro.html 
5 Masshelter Data Center, http://www.csp.umb.edu/Masshelter.  The actual percentage is probably even 
higher since the very unduplication challenge described here could have created many false matches in this 
category and reduced the overall count. 
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While pure probability creates the likelihood of false positives leading to an undercount, 
data quality issues generally make matching records more difficult.  This contributes to 
false negatives and an overcount.  Poor data quality might also lead to false positives 
since more information makes it easier to distinguish people as well as match people.  
When data are sporadically missing from client records, and not necessarily the same data 
each time, it becomes very difficult to apply a standard algorithm for matching records.  
Besides missing information, additional data quality problems include: 
 

• Misspelling based on not knowing the proper spelling 
• Transposition of letters or missed keys (typographical errors) 
• Swapped fields (e.g., first name in last name field) 
• Nicknames 
• Transcription errors (hearing the wrong information) 
• Placeholder use (e.g., use of “Boy” or “Girl” in a child’s first name field, when 

name is unknown) and 
• Identity hiding (people giving intentionally false information).6    

 
The unduplication method described here does not compensate for all of these problems.  
However, it will filter out many false positives and false negatives, since it allows for 
multiple options in declaring a potential match as well as falsifying potential matches.   
 
Personal Identification Number 
 
According to HMIS Final Notice, the Personal Identification Number (PIN) is to be used 
for unduplicated counts.  However, the PIN is not used for actually determining in the 
first instance whether two client records represent the same individual.  The HMIS Final 
Notice states that the PIN “will not be based on any client-specific information, but 
instead should be a randomly, computer-generated number.” (Section 2.12)   In the 
scenario described by the HMIS Final Notice: 

 
Staff enters personal identifying information (Name, SSN, Date of Birth, and 
Gender) into the HMIS application, the application then searches a CoC’s 
centralized database for matching records.  If a match is found and a PIN is 
retrieved, the same PIN will be assigned to the client.  (Section 2.12) 

 
The order of events is that first client matching takes place, and then a PIN is assigned for 
linking records and unduplicated reporting.  In a live HMIS, multiple potential matches 
may be returned, and then a user can choose which if any of these records match the 
current client.  Assigning a new PIN--or giving a new record the same PIN as an existing 
record--is the result of a client record matching algorithm and human decision-making.   
 
Data integration or analytical environments have particularly acute needs for complex 
unduplication algorithms.  These environments lack the possibility of a human 

                                                 
6 Davidson, Kevin.  “The Deduplication Numbers Game.” http://www.qsinc.com/about/papers/dedup.html  
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intermediary viewing client information and searching the database to determine at data 
entry whether the client is new or the same as a client previously entered.   
 
Algorithm Overview 
 
The algorithm described here follows the section of the HMIS Final Notice cited above in 
using Name, SSN, Date of Birth and Gender for unduplicating records.  The role of 
human intervention is minimized, though not entirely eliminated. 
 
Prior to engaging in client record matching, the algorithm checks that enough data are 
present in the record to potentially find a match.  Otherwise, the record is set aside and 
not used for unduplicated counts and analysis. 
 
The core approach to record matching has two steps.  The first major step is to find 
potential matches.  The second major step is to attempt to falsify or disprove the matches.  
Dividing the process into two steps helps take into account the fact that some types of 
client information, names in particular, are very useful for indicating a match, but are not 
very useful for falsifying a match.  Other fields, especially gender, are much more useful 
in proving that two records do not represent the same client than they are for proving that 
two records match.   
 
Multiple options and combinations are provided both for finding potential matches and 
falsifying the matches.  These options are provided because in many cases at least one of 
the fields may be null.  Also, having multiple options helps to offset the impact of 
typographical errors or deliberate falsifications.  Thus, if the SSN is mistyped, it is still 
possible to match the record using other criteria.  And, the differing SSNs would not be 
enough on their own to falsify the match.  A second contradicting element is required.  
The algorithm also includes a second falsification path that attempts to avoid flagging 
twins as the same person.   
 
Following the record matching process, the algorithm checks to see how many matches 
were found: zero, one, or more than one.  If zero matches are found, then the record is 
considered new.  If one match is found, then the record is assumed to represent the same 
individual as the matched record.  If multiple matches are found, the records are flagged 
for human intervention. 
 
Pseudo-code for the algorithm can be found in the accompanying text box, and in-depth 
descriptions and notes on the process follows.  This section concludes with a discussion 
of incorporating the algorithm into overall processes.  Appendix A describes how the 
algorithm was tested, and Appendix B contains a complete implementation of the 
algorithm as a SQL Server 2000 procedure.   
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Algorithm Pseudo-code 

For Each New Client Record 
 
--Part 1   
IF SSN Is Null And Two of (First Name/First Name Alias, Last Name/Last Name Alias, Date of 
Birth) Are Null 
   DISCARD RECORD 
ELSE 
 --Part 2 

Select as POTENTIAL MATCH 
( 
-- Part 3 
Where existing records match the SSN of new record AND  

• Neither Data Quality Code indicates Partial SSN 
            OR 
-- Part 4 
Existing records match new record on at least 2 of the following elements: 

• First Name/First Name Alias (match first name and all first name aliases of 
client against all first names and first name aliases in database);  

• Last Name/Last Name Alias (match last name and all last name aliases of 
client against all last names and last name aliases in database); 

• Date of Birth 
• SSN where Data Quality Code indicates partial SSN 

) 
 
-- Part 5 
            Delete from POTENTIAL MATCHES 

Where  
( non-null conflicting information is present in any TWO of the following elements: 

• Gender 
• Name Suffix/Name Suffix Alias 
• Day of Birth  
• Month of Birth 
• Year of Birth 
• SSN, where neither data quality code indicates partial SSN 

          ) 
-- Part 6 
   AND new record does not match existing records based on BOTH 

• Complete SSN   AND 
• Two of (First Name/First Name Alias, Last Name/Last Name Alias, Date 

of Birth)  
--Part 7 
 Delete From POTENTIAL MATCHES 
 Where  

• Match was based on Last Name and Date of Birth 
• SSN Does Not Match (either different or at least one is null) 
• Matching clients < 18 at Program Entry 
• Non-null conflicting information is present in First Name 
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-- Part 8 
IF Total Likely Matches  = 1 

  MATCH FOUND 
-- Part 9 

ELSE IF Total Likely Matches = 0 
  INSERT NEW RECORD 
-- Part 10 

ELSE IF Total Likely Matches > 1 
        FLAG RECORDS FOR INTERVENTION 
END IF 
 

Next New Client Record 

 
 
In-Depth Comments 
 

Part 1: Data Quality Check 
 

The first check is whether there is enough data in the record for any match to be found.  If 
SSN is not present, and two out of the three fields: First Name, Last Name and Date of 
Birth are also null, then not enough data are present to ever match the record with any 
other record and it should be set aside for analytical purposes.7 
 
Some might object to setting aside records, especially if the data that are present do not 
match any other records.  For example, if the only field present is the last name 
“Washington” one might argue that this is a unique client as long as there is no other 
“Washington” in the database.  There are two problems that arise.  First, if this is done 
consistently, there may be other records with only the first name “Martha” present.  It is 
quite possible that the “Martha” in one record is the same as “Washington” in the other.  
Second, as soon as another record is processed that does contain “Washington,” the 
algorithm should still not allow the record to match the original “Washington,” since it 
only matches on one name field.  As such, the best course is simply to set aside records 
that cannot be matched. 
 

Part 2: Selection of Matches 
 

Now begins the core process of unduplication.  The first step is to locate potential 
matches. 
 

                                                 
7 The exclusion of records without enough data available for unduplication has important policy 
implications. It may provide incentive for communities to collect at least the minimal data needed for 
unduplication; otherwise the community’s need would appear to be smaller than it actually is as a result of 
incomplete data. 
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Part 3: Attempt Match Based on Complete SSNs 
 

Records should be considered potential matches if the SSNs match and no data indicate 
that either SSN is only partial.  In anticipation of low data collection rates for the “SSN 
Data Quality Code” field, the algorithm does not specifically look for an indicator 
showing that these SSNs are full.  The algorithm assumes that, by default, SSNs that are 
not null are complete.   
 
The algorithm itself does not explicitly check for SSNs that are all the same number or 
sequential (e.g., 999-99-9999; 123-45-6789). Rather, this is a recommended data quality 
check prior to running the algorithm or sending data. Nevertheless, the algorithm does 
handle this issue indirectly by allowing for falsification of the potential match if the SSN 
is the same but multiple other data elements are different (see Part 5).  
 

Part 4: Match Based on Other Identifiers 
 

Records should also be considered potential matches if two out of the following four 
fields match: First name, Last Name, Date of Birth, and SSN if only partial SSNs are 
available. 
 
The names should also take into account “Other Names” of both the new record and the 
existing records.  Middle name is ignored because it is collected very sporadically, and 
often only an initial is collected.   
 

Part 5: Falsify Potential Matches 
 

After all the potential matches have been identified, the next major phase is to attempt to 
falsify the potential matches by looking for conflicting information.  The match should be 
rejected if conflicting data are found in two of the following fields: Gender, Name Suffix, 
Day of Birth, Month of Birth, Year of Birth, and SSN.  The falsification criteria should 
not consider a null field as a conflict.  Thus, if gender is null in the new record but 
present in the existing record, gender does not count as conflicting information.  The need 
to find two falsifying data elements reflects the possibility of typographical errors in any 
single field. 
  
A match on a field like gender does not provide much confidence that the two records 
represent identical clients; however, a mismatch on valid non-null data for gender does 
much to increase the likelihood of a mismatch.  In contrast, names are used to identify 
potential matches, but not for falsifying matches due to the possibilities of nicknames and 
people changing last names.  If, however, two clients have the same name, and one 
record has the suffix “JR.” and the other had the suffix “SR.” and the year of birth is 
different, the match is falsified.  Note that if one record had the suffix “JR.” and the other 
had a null suffix, the suffix cannot be used for falsification. 
 
While a full date of birth is needed to find a potential match, for falsification the parts of 
the date of birth are separated.  The reason for this is best understood if you consider the 
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possibility of two client records where the only data available are first name, last name 
and date of birth, and the names match but the dates of birth differ.  If the date of birth 
differs in only one of the three parts (day, month or year), the possibility that this is due 
to a typographical error is high.  However, if two parts of the date of birth differs, it is 
much more likely to be due to an actual difference.   
 
Regarding SSN, the algorithm assumes that, by default, SSNs that are not null are 
complete, unless a data quality code specifically shows otherwise.  If at least one of the 
records indicates a partial SSN, the SSN cannot be used for falsification.  Even if both 
SSNs are partial, there is no guarantee that the partial SSNs represent the same digits.  
However, if an implementation’s software records partial SSNs using a separate field for 
each digit or has a systematic procedure to ensure that partial SSNs are consistently 
recorded, then partial SSNs could be used, and the algorithm should be modified 
accordingly. 
 

Part 6: Falsification Exception 
 
This criteria prevents the match from being considered false if the two records match on 
both the complete SSN and at least two out of the following fields: First Name, Last 
Name and Date of Birth; in other words, it meets the criteria of both Part 3 and Part 4.  
This primarily prevents the match from being falsified if two parts of the dates of birth 
are completely mismatched, but the SSN and first and last names match.  This might 
occur, for example, if someone swapped the day and month or entered the program entry 
date in the Date of Birth field.   
 

Part 7: Twin Check 
 

Until this step, all same-sex twins and all twins without SSNs would always be counted 
as a match.  Twins would match on Last Name and Date of Birth, and most twins would 
have the same gender.  Even if SSN is present, the single field of SSN would not be 
enough data to falsify the match.  Frequently, infants do not have SSNs.  Thus, despite 
the problems of nicknames, aliases and data entry errors that would generally preclude 
the use of First Name in falsification, the First Name must be used to falsify the match in 
the limited situations where the records appear to represent twins.   
 
The algorithm assumes that two records are more likely to be twins than the same client if  
(1) they have the same Last Name and Date of Birth, and (2) if the Date of Birth must 
indicate an age of less than 18 years old at program entry, since twins are most likely to 
enter the shelter together as children.  The SSNs might be null, but they definitely would 
not have a positive match.  The First Names would be demonstrably different.  If either 
First Name is null, the match should not be falsified. 
 
Twins would presumably also have matching Household IDs and Program Entry Dates.  
Theoretically, these could also be used to determine potential twins.  However, if this 
were required to falsify the match, a multiple match problem would arise when the whole 
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family was re-entered for a different program entry.  The record for each of the twins 
would match both their own and their twin’s record from the other entry.   
 

Part 8: Actual Match  
 
If, after the process of selecting and falsifying records, there is only one match, then this 
record should be considered an actual match.  The new data should acquire the same PIN 
as the existing record.   
 
Depending on how the database is set up, the existing record could be updated with 
information from the incoming record.  Alternatively, the incoming record could be 
inserted as a separate record, but be assigned the same PIN as the record already in the 
database.  (See discussion on “Using the Algorithm” below.)  Note that in the first option, 
data from one program should be appended to the original record.  If there is a need or 
desire to update and overwrite data collected by one program with data from another 
program, there should be specific procedures that specify who should be involved and 
how the process should occur.  As well, caution should be used to ensure that the process 
is consistent with the implementation’s privacy policies and that merging records does 
not result in an inadvertent disclosure from one program to another. 
 

Part 9: Do Insert  
 
If no matching records are found, then the record represents a new client, and should be 
inserted into the database with a new PIN. 
 

Part 10: Multiple Matches 
 
It is also possible for a new record to match multiple existing records that do not 
necessarily match each other.  For example the new record might match one record based 
on SSN and another record based on names.  These records should be flagged for manual 
analysis.  It is possible that all records should be merged or that a person looking at the 
data will be able to clearly determine based on a view of more elements which records to 
match to the new one. 
 
This same procedure should be followed for each incoming record. 
 
Incorporating the Algorithm  
 
There are at least three approaches that may be taken regarding when to do unduplication 
and how to indicate matching records.  First, it is possible to simply insert all records into 
the merged database when they are initially received, and at a later point match the 
records.  Second, the records can be matched immediately; when a record is inserted that 
matches an existing record, it will receive the same PIN as the record it matches.  In the 
third approach, the records are also matched immediately, but if a match is found, the 
record is not inserted.  Rather, the original record is updated to incorporate the new 
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information.  In this approach, the database contains unduplicated records at all times, 
with only one row per individual. 
 
The method chosen has implications for the database structure.  For example, database 
tables generally have a primary key, which is a value that is unique for every record on 
the table.  In the first two approaches, the computer-generated PIN would not be the same 
as the primary key on the client table, since in these cases there would be multiple 
records with the same PIN.  Instead, the PIN would be an extra field that would be used 
to link distinct records for the same individual.  In the third scenario, the PIN could be the 
same as the primary key of the client table, although this is not required. 
 
Regardless of when and how the unduplication occurs, eventually there will be a need to 
merge information and determine the “best” data from the multiple records referring to 
the same individual.  The best data could be the most recent data or the earliest data in a 
reporting period.  But it also might be the most complete data, for example, if one record 
used a partial SSN and the other used a complete SSN.  Another example of more 
complete data is if one data source indicated that the client was multiracial, and the other 
only had one race.  While a discussion of how to decide which data are the best data is 
beyond the scope of this paper, if the PIN is primary key, all of the rules for data handling 
need to be implemented during the unduplication process after a match is found.  If the 
client records are simply linked through a PIN, then determining the “best” data could 
take place at the later stage for reporting.   
  
Other Unduplication Approaches 
 
Unduplication challenges are not particular to the realm of HMIS.  Many government and 
business processes require unduplication of records representing individuals.  There is a 
large body of work dealing with the theoretical issues and literally thousands of software 
products on the market designed to merge duplicate records.8  Many software products 
incorporate advanced features that actually check for nicknames, common misspellings 
and typographical errors, the degree of difference between two spellings (e.g., whether 
two fields are one letter off or many letters off, how close the letters are to each other on 
the keyboard), popular names and rare names (and weighing them differently), the 
swapping of first and last name, placeholders for unknown information such as “baby 
girl” or “husband” as a first name, and many more techniques.  These smart tools know 
that “Robert,” “Bob,”  “Rob,” “Rib,”  “Bov” and “Boy” might all be the same person.  
Many of these tools incorporate soundex features, which match words with similar 
spellings by encoding the key letters as numeric digits. 
 
While a rule-based algorithm like the one described here is used by many of these 
products, other solutions unduplicate records based scores for each field.  A match on a 
field is worth a certain number of points.  Conflicting information subtracts from the 
overall score.  Each field is weighted so that an SSN match can be worth 20 points, while 

                                                 
8 This section is indebted to Salkowits, S.  and Clyde S.  “De-Deduplication Technology and Practices for 
Integrated Child Health Information Systems” (All Kids Count, Public Health Informatics Institute, 2003), 
which provides an excellent overview of unduplication issues and technologies in a different practice area. 
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a first name might be worth 10 points.  Also fields can have different weights for matches 
and mismatches.  A gender mismatch might subtract 10 points, but a gender match might 
add only 2 points.  If two records achieve a threshold score, they are considered a match.  
This type of approach is also being used in some current HMIS implementations.   
Such a weighting scheme can be an effective alternative way of implementing the 
principles described in this specification.   
 
Other sophisticated tools use a machine learning approach, in which the rules are not pre-
determined.  Rather, the software is trained through reading various records that are pre-
coded as matches and mismatches.  The computer then uses its data to create its own 
rules for determining matches. 
 
Given the wide choice of software, it might have been wise to recommend the use of 
particular products, rather than “re-invent the wheel” and propose an actual algorithm, 
which is less sophisticated than the formulas used by most software products already on 
the market.  However, the advanced techniques described above require access to the 
actual content of the records, in order to test, for example, whether the typing is one letter 
off.  The algorithm proposed here sacrifices this level of complexity, but it can be applied 
to hashed values, since it deals only with exact matching and non-matching of complete 
fields.  Furthermore, the HMIS community already has a group of software solutions and 
providers that it relies on to perform the unduplication.  Adding another layer of software 
tools for communities and providers to research and incorporate into their current 
applications and processes is impractical.  It was more practical to provide a basic 
specification for unduplicating records that incorporates enough complexity to generate a 
reasonably valid unduplicated count but is straightforward enough for the rules to be 
understood and implemented across HMIS implementations. 
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Section 2: Specification for De-identification through Hashing 
 
De-identification refers to the system protocols put in place to securely conceal the 
content of data elements stored on a database.  It is important to note that the HMIS Final 
Notice expects that full identifying information will be used to create an unduplicated 
count, except in special, approved circumstances, such as with domestic violence 
providers.  If all agencies, including the domestic violence providers, are willing to share 
identifying information--at least with central entity--then no de-identification of client 
information is needed.  However, if de-identification is necessary, this section describes 
how it can be done securely without altering the unduplication algorithm described in the 
previous section and with limited impact on results.   
 
Hashing Technique 
 
This specification proposes the use of the SHA-1 one-way hash message digest algorithm 
for de-identification of client records in HMIS.  This SHA-1 algorithm is a current 
Federal Information Processing Standard (FIPS 180) approved for secure use by National 
Institute of Standards and Technology (NIST).9 SHA-1 is widely used throughout many 
industries as a secure method of matching content of two messages or values without 
reference to the original text.  A one-way hash, as distinct from standard encryption, is a 
form of scrambling data such that the process cannot be reversed.  There is no key to 
decrypting the data.  Thus, the results can be used solely for the purpose of matching 
values.  At the same time, the SHA-1 algorithm does not require a particular encryption 
key to use, so everyone using the algorithm will achieve the same resulting digest.   
 
The one-way hash was invented to verify that the contents of a particular message are 
unchanged.  If the message produces the same hashed digest at two points in time, then 
the message is unchanged.  The algorithm is also commonly used to store passwords in 
databases.  Rather than storing the actual password, the hashed value is stored.  When a 
user logs in, the password the user types is hashed and compared to the hashed value 
stored in the database.  Storing the hashed value instead of the actual password keeps the 
password safe even if the data are stolen, but still allows matching of values.  Using 
hashed values to match private identifying information is an extension of this concept.   
  
By hashing the identifying information of every client in the system and matching the 
resulting hash values, the central administrator will be able to generate unduplicated 
counts and aggregate data across the system without viewing identifying information. 
 

                                                 
9 For complete information on the SHA-1 standard see the NIST’s SHA web site.  
http://csrc.nist.gov/CryptoToolkit/tkhash.html.  Note that there is some speculation in the cryptographic 
community that SHA-1 will be cracked over the next several years; however, SHA-1 would still be 
considered a secure standard.  In this case, “cracking” does not involve decrypting the data.  Rather, it 
means that academic researchers may be able to find collisions, i.e., two strings resulting in the same hash 
value.  There is no practical impact of such a finding on HMIS security.  There are stronger variants of 
SHA-1 with digests longer than 160 bits.  However, these are newer and fewer resources exist to implement 
them, especially free or inexpensive resources.  Thus, SHA-1 is best suited for the HMIS context. 
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Example: 
 

Suppose a client’s SSN is: 123456789  
 
The final hashed value stored in the database bears no resemblance to the original 
identifier:  f7c3bc1d808e04732adf679965ccc34ca7ae3441  

 
Similar original values do not produce similar results: 
 

Suppose the SSN is changed by one digit: 123456788 
 
The resulting hash is not similar to the previous hash value: 
6b63d2a490228d003c055c36430ba00666db7ff7 

 
The length of the hash value is always the same: 160 bits.  One cannot determine from 
the length of the result how long the original input value was.  A completely empty string 
produces a hash value (da39a3ee5e6b4b0d3255bfef95601890afd80709) that is the exact 
same length as the hash value of a message that contains extensive text describing 
someone’s service needs.    
 
All of these factors make decrypting the value infeasible but also make checking for 
typographical mistakes or near-matches after hashing impossible.  For example, hashing 
the same SSN with or without dashes will produce divergent results, as will the same text 
in upper or lower case.  Therefore, it is of the utmost importance that all sources 
contributing data collect and record information exactly the same way and 
continuously monitor data quality to ensure that the data that are hashed can be 
accurately compared across sites.  This limitation of hashing is the one reason that the 
HMIS standards require unduplication based on primary identifiers, except in approved 
circumstances. 
 
The remainder of this section methodically describes the hashing specification steps in 
the order in which data are processed: 
 

1. Which elements to hash 
2. Pre-processing 
3. Hashing Technique 
4. Hashed and Unhashed Send Modes 
5. Medium-Term Data Storage 
6. Long-Term Storage and Release of Data  

 
There are also some security vulnerabilities inherent in storing hashed values.  These will 
be discussed further--along with ways of greatly reducing the vulnerabilities--under the 
“Additional Security Issues” sub-section. 
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Which Elements to Hash 
 
The elements that should be hashed are a smaller subset than those listed by the HMIS 
Final Notice as personal protected information.  Hashed data are limited to those fields 
that are used only to identify clients.  Data needed for aggregate data analysis or 
reporting purposes should not be hashed.  In other words, date of birth cannot be hashed 
because it is needed both for unduplicating records but also for generating aggregate age 
statistics.  (Note that for approved exceptions, a hashed Date of Birth supplemented by a 
substitute Age field could be submitted in lieu of Date of Birth to accommodate 
confidentiality, unduplication, and analysis.  In this case, specifications for the exact 
format of the Date of Birth need to be developed locally, and the unduplication algorithm 
should be modified, since the algorithm presented here relies on comparing the values of 
the day, month and year of the Date of Birth separately, which is not possible if the Date 
of Birth is hashed unless each value is entered into a separate field.) 
 
The data elements in the HMIS Final Notice that are used only for unduplication of 
clients and not for aggregate information and, therefore, could be hashed are: 

• Social Security Number 
• Legal First Name 
• Legal Middle Name 
• Legal Last Name 
• Legal Suffix 
• Other First Name 
• Other Middle Name 
• Other Last Name 
• Other Suffix 

 
In general, if data are collected within the HMIS but are not used for unduplication nor 
for aggregate purposes (e.g. case manager name), they should simply not be included in 
the data standard for a data integration environment or exported to an analysis database or 
warehouse.  However, if other fields besides those mentioned above are used for 
unduplication, but are not included in aggregate analyses they should also be hashed.  
Such data may include a folder or file number, personal contact information, emergency 
contact names, or destination street address.  In addition, although this specification does 
not recommend or make use of a single client code derived from a composite of 
characters within the client’s identifying information, if such a code is used or included 
for backward compatibility, it should be hashed as well. 
 
Pre-processing 
 
Given that small data differences will create widely variant results once data are hashed, 
it is critically important that each agency put all of the data in the same format prior to 
hashing the fields.  This specification cannot be used to match clients and will create an 
unacceptable overcount unless the pre-processing is handled correctly by every 
contributing data source.   
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Some basic principles of pre-processing are as follows: 

 
• Upper case should be used for all characters in all fields 
• Null fields and Empty strings should not be hashed. 
• Extra spaces should be removed before and after every field 

o Exception: Partial SSNs should have spaces filling out the missing 
digits. 

• No dashes should be used in the SSN 
• Complete legal names (no nicknames or initials) 
• Standard abbreviations including a period (“.”) should be used for name 

suffixes. 
 
Figure 3 recaps each data element from the HMIS Final Notice that should be hashed 
along with additional pre-processing specifications and text examples.  Administrators of 
the merged database should ensure that contributing data sources are pre-processing data 
correctly.   
 
Additional pre-processing cleaning and validation is also highly recommended, and local 
implementations may choose to require them.  These validations include: 

• Only numerals (or spaces) in SSN 
• SSN quality code is not null and accurately reflects number of digits in 

SSN 
• SSN does not consist of all the same number (e.g., “333333333”) 
• SSN is not  “123456789” 
• No numerals in name fields 
• Common suffixes (JR., SR., III) are in appropriate suffix field, rather than 

first or last name field 
• First name is not “Husband,” “Wife,” “Man,” “Woman,” “Boy,” “Girl,” 

“Child”, “Baby,” “Baby Girl,” “Baby Boy” or similar reference  
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Figure 3:  Elements to Be Hashed and Pre-Processing Specifications 
 

Field Additional Specifications Example 
SSN (full) • Not including dashes  “258615731” 
SSN (partial) • Not including dashes 

• Use spaces to fill in missing digits 
(Note: This follows specific language in the 
HMIS Final Notice, Sec.  2.2 “Special Issues”) 

“     5731” 
“258       ” 

Legal First 
Name 

• Upper case “MARGARET” 

Legal Middle 
Name 

• Upper case  
• Full middle name, not initial 

”TAYLOR” 

Legal Last 
Name 

• Upper case “JONES” 

Legal Suffix • Upper case 
• For junior and senior use abbreviations 

including periods 
• Use roman numerals for  “the third,” etc  

“JR.”, “SR.”, “III” 

Other First 
Name 

• Upper case “PEGGY” 

Other Middle 
Name 

• Upper case 
• Full middle name, not initial 

”LAURA” 

Other Last 
Name 

• Upper case “TAYLOR” 

Other Suffix • Upper case 
• For junior and senior use abbreviations 

including periods 
• Use roman numerals for  “the third,” etc 

“JR.”, “SR.”, “III”  

  
How to Accomplish the Hash 
 
Several programming languages and database systems contain simple functions or built 
in classes and libraries for generating the SHA-1 hash.  Otherwise, code and freeware 
objects for implementation of the SHA-1 hash are available in most common 
programming languages.  Appropriate tools can be found by performing a simple web 
search.  Figure 4 contains a list of downloadable objects, explanations, and source code 
on implementing SHA-1.  In addition, the National Institute of Standards and Technology 
maintains a list of products at http://csrc.nist.gov/cryptval/shs/shaval.htm that are fully 
tested and officially certified as conforming to SHA-1.   
 
.   

  20



Technical Guidelines for Unduplicating and De-identifying HMIS Client Records 
 

Figure 4: Sources for Implementation of SHA-1 

 
Note: The authors are not necessarily endorsing the use of any of these solutions, database 
platforms, or programming languages.   
 
(*) Indicates resources tested by the authors.  The procedures all worked in at least a minimal test 
environment and all produced the same hashed results with the same tests strings.  We are not 
endorsing the platforms and solutions tested over any other techniques.   
 
SQL Server:  

• *http://www.activecrypt.com/products.html 
• http://www.appsecinc.com/products/dbencrypt/mssql/ 

 
Oracle:  

• http://www.appsecinc.com/products/dbencrypt/oracle/ 
 
MySQL  

• * http://dev.mysql.com/doc/mysql/en/Encryption_functions.html - IDX1468 
 
C/C++, Visual Basic, VBA (Excel, Access) 

• * http://www.slavasoft.com/quickhash/ 
• * http://www.cryptosys.net/hash.html 
• * http://www.ebcrypt.com/ebcrypt1.html. 

 
.Net 

• http://msdn.microsoft.com/library/default.asp?url=/library/en-
us/cpref/html/frlrfsystemsecuritycryptographysha1classtopic.asp 

C# 
• http://www.devarticles.com/c/a/ASP.NET/Cryptographic-Objects-in-C-sharp-Part-1/ 

Java: 
• http://java.sun.com/j2se/1.3/docs/api/java/security/MessageDigest.html 

 
JavaScript:  

• * http://pajhome.org.uk/crypt/md5/sha1src.html 
PHP: 

• *http://us2.php.net/sha1 
ASP: 

• http://www.15seconds.com/component/pg000016.htm 
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Hashed and Unhashed Send Modes 
 
Although hashing has been presented here as a step prior to sending the data, all those 
contributing data for CoC-level analysis should be encouraged to provide unhashed full 
identifiers, even if they are covered by the DV Clarification or are not required to 
participate according to the HMIS Final Notice.  If unhashed data are sent, database 
administrators will be able to complete unduplication on the central database using plain 
text identifiers.  Then, unduplicated data will only need to be hashed if they are being 
compared with other hashed sources from domestic violence providers or non-covered 
agencies.  In this case, the burden of hashing will be shifted to the central database 
administrators. 
 
In regional collaboratives and in cases where a local agency is approved to submit hashed 
data, the senders can be responsible for hashing on their own or the central database 
administrator can distribute a small software application that reads an input file (which 
remains solely at the originating agency), does the pre-processing, and outputs a file 
where the identifiers have been properly processed and hashed.  This same software 
could then be used for locally hashed data and at the central location for unhashed data.10 
 
The administrator of the aggregate database will most likely need to maintain the 
technical capacity to receive and appropriately process both hashed and unhashed data. 
For example, the merging procedure should have a mechanism for determining which 
type of data are in the file and steering each type towards separate validation and import 
processes. The national HMIS XML Schema supports the flexibility of sending either 
hashed or unhashed data in two ways.  First, the schema includes a data element that flags 
whether values in the file are hashed or unhashed (in plain text).  Also, hashed data are 
not validated against the schema in the same way as plain text.11    
 
Ideally, all unhashed data should be unduplicated together, then that data should be 
hashed and merged with any data that arrived already hashed. In Figure 5, Databases A 
and B are shown submitting unhashed, identifiable data in plain text.  Databases C and D 
are sending hashed data. Databases A and B can be integrated into a live primary HMIS 
or a central analytical database that contains identifiable information.  All of the data 
from these sources can be unduplicated while there is still access to the identifying 
information.  This allows administrators to clean data and resolve cases involving 
ambiguous records more easily.  Unduplicating the available unhashed data prior to 
integrating the locally hashed data is particularly useful when the great majority of the 
data are sent unhashed. 
 
After these data are unduplicated, the identifiers can be hashed and the records moved to 
a second analytical, merged database containing only de-identified client-level data.  
There, the data can be merged with the hashed data coming from databases C and D.  The 

                                                 
10 The development and sharing of such tools on the national level is encouraged, especially those that 
specifically use the newly released HMIS XML standard as the starting point for input and output files. 
11 See, Gutierrez and Sokol, “HMIS Data Integration Package Overview” (January 2005), which is included 
with the XML schema package, posted at http://www.hmis.info/ta_resources_data.asp?topic_id=13.   
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administrator then unduplicates the data using hashed identifiers in the de-identified 
analytical database, in order to check for duplication among data from the original 
merged database and data coming from databases C and D.  As long as the original 
merged database and databases C and D are all using the SHA-1 hash, the data can be 
compared and unduplicated. 
 

Figure 5: Unduplication of Hashed and Unhashed Data 

 

Live HMIS or 
Merged DB 

With 
Unhashed IDs 

A 

C HASH

HASH

D HASH

unhashed 

Send  
unhashed  

hashed 

Merged 
Analytical 
Database/ 
Hashed IDs 
(Not live) 

Unduplicate
Unhashed 
Records 

Unduplicate
Hashed 
Records 

B 

Local 
hash 
  

Medium-Term Data Storage 
 
The central analytical database should not store any unhashed identifiers if that database 
includes data from an outside source (i.e. domestic violence provider) that chooses not to 
share identifying information.  Doing so would jeopardize the privacy of the data sent by 
databases hashing locally because the client identity could be revealed if the hashed data 
were to be matched to a record where the identifiers were known.  For example, suppose 
Mary Guest was served at two different shelters; one emergency shelter used Database X 
and sent unhashed data and a domestic violence shelter used Database Y and wanted to 
send locally hashed data.  In this scenario, the central analytical database should NOT 
store the data in a table in the manner shown in Figure 6, since once the records are 
matched based on the hashed values, the actual name of Mary Guest could be filled in for 
Database Y. 
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Figure 6:  Unsafe Data Storage 
 

D
B 

First Last Hashed  
First 

Hashed 
 Last 

X MARY GUEST 68ba729f955f31c9b85b148daf9971f3f04434d9 c8d6ea7f8e6850e9ed3b642900ca27683a257201 
Y   68ba729f955f31c9b85b148daf9971f3f04434d9 c8d6ea7f8e6850e9ed3b642900ca27683a257201 
 
Instead, the central administrator must hash the values prior to merging it in the same 
database with locally hashed data and should only store hashed data in the analytical 
database as shown in Figure 7. 
 

Figure 7:  Safer Data Storage 
 

DB Hashed First Hashed Last 
X 68ba729f955f31c9b85b148daf9971f3f04434d9 c8d6ea7f8e6850e9ed3b642900ca27683a257201 
Y 68ba729f955f31c9b85b148daf9971f3f04434d9 c8d6ea7f8e6850e9ed3b642900ca27683a257201 
 
In Figure 7, it is possible to determine that a person with the same first and last name was 
entered into both databases.  But, the names themselves are not revealed.  The hashing 
specification assumes that integrated data will be stored in a separate database for 
analysis only.  Data stored in a live production database cannot meet the above 
requirement because the actual values need to be available to front-line users.    
 
Data should be stored in this way for as long as there is an anticipated need for analyzing 
and unduplicating this data with future data. For example, this is how the data should be 
stored while waiting to receive data from other communities for a particular year. A 
community may also decide that it will eventually want to know whether the same clients 
are in the system over many years.  
 
Long-Term Storage and Release of Data  
 
Once the data are unduplicated and there is no anticipated need for merging the data with 
future records, the hashed fields themselves can be stripped, leaving only the Person 
Identification Numbers, which bears no relationship to individuals.  These numbers might 
simply be a sequence of 1000, 1001, 1002, etc. In this way, the resulting dataset can be 
analyzed to answer future questions, but without any ability to match up records to newly 
generated data. This is an even safer way to store the data over the long term. 
 
Communities should have policies regarding the release of aggregate data and de-
identified client-level data.  As a matter of strict policy, the organization responsible for 
aggregating the data should not send even the hashed data to anyone else.  This policy 
prevents other organizations from matching the hashed data with identified data in other 
data sources.   If there is a need to release de-identified client-level data to other entities, 
for example for research purposes, the hashed identifiers should be stripped as they are 
for long-term storage.  The hashed columns themselves should not be released.   
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Additional Security Issues12 
 
Most encryption procedures contain two parts: (1) the algorithm and (2) a “key” (similar 
to a password) that users choose.  The resulting encrypted values for any given message 
are completely different depending on the key the user chooses.  Thus, even if people 
knew the algorithm used to encrypt the data, they would not produce the same result 
values unless they also knew the user’s key.  In methods using a key, the same key (or 
sometimes a separate key) is used to decrypt the data.   
 
The fact that the one-way hash has no key has many advantages.  If key-based methods 
were used for integrating HMIS data, everyone would have to be using the same key in 
order to produce the same output values and unduplicate the records.  Coordinating and 
maintaining the use of identical keys is very difficult.  Also, the very existence of a key 
allowing someone to decrypt the data causes concern among domestic violence providers 
and others.  However, the lack of a key does lead to some vulnerabilities. 
 
The possibility of a “brute-force” attack exists.  That is, facing a hashed value for a SSN, 
for example, someone attacking the database could try to loop through the one billion 
possible hashed SSNs until a match is found.  A second vulnerability would be if an 
attacker wanted to determine whether a particular individual, whose SSN or other 
information she already knows, is in the database.  The attacker could hash the values she 
knows and then compare the resulting hashed value to what is in the database.  A related 
vulnerability exists if an attacker has access to a separate database containing identifying 
information.  She could hash those records and match them up with the HMIS data.   
 
Despite the vulnerabilities, hashing will significantly improve the protection of client data 
and will certainly prevent the overwhelming majority of breaches, which are committed 
casually by those who have authorized access to the data.  Using the one-way hash, 
nobody, including the central database administrator, will have casual access to the data.  
Similarly, administrators would not be able to disclose the data even if compelled legally.  
The database administrator would have to hack his or her own system in order to reveal 
information.   
 
The vulnerabilities can be sharply reduced by adding an extra encryption step.  This 
extra encryption method could be any one of a number of standard encryption methods, 
as determined by the administrator of the merged database.  However, it should utilize a 
complex key known only to the administrators.  Applying this extra step means that 
attackers can neither loop through every SSN nor just hash the data they know and search 
for it in the database.  Attackers would first need to crack the encryption key, which 
could be basically impossible if the key is sufficiently robust.  The method used for this 
extra step should be reversible, meaning that the data should be able to be decrypted 
(back to the SHA-1 hash).  This will allow the data set to be merged if necessary with 
other data that use the SHA-1 hash without revealing the encryption key.  It also allows 
for rotating the key on a regular basis or when needed if the key is compromised. 
                                                 
12 The vulnerabilities discussed in this section are also mitigated by the other security standards that are 
required by the HMIS Final Notice, such as PKI and stringent access controls. 
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An alternative to re-encrypting the individual fields is applying database encryption to the 
merged database.  While performance issues make this option difficult for a live HMIS, it 
is much more feasible for an analytical database.  Thus, the entire database would be 
encrypted whenever it is not in active use.  It would only be decrypted for the process of 
importing and processing data.  Any backup copies of the database should also be 
encrypted and secured.   
 
Of course, all of these precautions are in addition to properly securing and controlling 
access to the database by installing any network and database security patches, 
minimizing the number of individuals who have access to the database, and enforcing 
strong password requirements for those with access.  If these protocols are strictly 
adhered to, the extra encryption steps are mostly superfluous.   
 
The logic of adding extra precautions to the database should also apply when sending the 
data.  The hashed or unhashed send modes should not be confused with encrypting the 
entire data file during transmission, which should occur in all scenarios.  The difference 
is that when the locally hashed data files are decrypted at the merged database, the 
identifying information will still be de-identified by the hash.   
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Conclusion 
 
Unduplication and de-identification of client information are two extremely complex 
technical challenges faced by HMIS implementers generally, and are particularly 
challenging for those working in data integration and analytical environments, where 
human intervention and first-hand knowledge of clients are limited.  In many ways, 
unduplication and de-identification represent a tradeoff: when more information is 
revealed, a more accurate unduplication approach can be used.  However, revealing all 
identifying information is not required for certain providers, such as domestic violence 
providers, and may be dangerous to clients.  Employing a hashing option for programs 
that are not required by the HMIS Final Notice to contribute data may increase 
participation of other types of providers and will still accommodate unduplication that 
would not be possible from aggregate, program-level data.  Thus, in the long run, good 
privacy supports accurate data and does not undermine it. 
  
Though unduplication and de-identification are linked, they are also distinct.  Attempting 
to accomplish both tasks at once, such as with the client code approach, leads to 
insufficient results on both sides: Identity is not sufficiently protected and counts are 
highly ambiguous.  Rather than matching only on one field, the multi-field algorithm 
specified here takes advantage of multiple fields and provides various possibilities to find 
and test potential matches.  This flexible approach allows for weighing different types of 
data more accurately and will lead to fewer ambiguities and better unduplicated counts.  
The algorithm provided here should be perceived as a benchmark for a reasonable level 
of accuracy in the unduplicated count. 
 
This specification proposes SHA-1, a one-way hash technique, as an effective approach 
to de-identifying client records for programs covered by the DV Clarification and for 
those that are not required to participate by the HMIS Final Notice.  It can be used for 
cross-Continuum collaborative data analysis.  It can also be offered as an alternative 
vehicle for data submission if communities adopt a consent policy for HMIS data 
disclosure and clients choose to withhold consent to send their personal identifying 
information.  With SHA-1, there is no key for decrypting the de-identified values, and the 
resulting hash bears no resemblance to the original identifying information.  Masking 
client identifiers in this way can be an important part of a complete client privacy 
solution.  It will not prevent every conceivable security breach, but will significantly 
improve the protection of client information.  Additional security precautions, such as 
those required by the HMIS Final Notice, will further limit the remaining vulnerabilities. 
 
Using SHA-1, agencies and clients can feel safer about sending de-identified data that 
can be used unduplicating client records.  While none of the guidelines specified here are 
perfect, they represent best practice for de-identifying and unduplicating client identifiers 
in HMIS data integration and analytical environments. 
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Appendix A: Testing the Unduplication Algorithm 
 
Methodology 
 
The unduplication algorithm was tested in an environment modeled on the real-world, in 
which new records are usually compared to an existing database of clients.  The test most 
closely resembled a data integration scenario, in which an import dataset is merged with a 
pre-existing aggregate database of existing records.  The testing procedure first involved 
setting up two datasets.  Dataset A represented an existing HMIS merged database.  
Dataset B represented the incoming records that should be either matched with existing 
records in Dataset A or added as new records. 
 
A consultant who did not know the particulars of the proposed unduplication algorithm 
started with an Excel spreadsheet of 400 distinct names from a personal contact list.  The 
consultant filled in fields representing SSNs, SSN Quality Codes, Dates of Birth, “Other 
First Name,” “Other Last Name,” and Gender.  However some of the data were left out, 
in a manner that the consultant found reasonable for a standard data entry situation.  For 
example, most clients had gender, only a few had alternate names; some SSNs were 
complete, and some were partial.   
 
The consultant divided the 400 records such that approximately one-quarter was unique 
to Dataset A, one-quarter was unique to Dataset B, and half the records were duplicated 
in both datasets.  Dataset A started with 299 records, 97 unique and 202 duplicated.  
Dataset B had 303 records.  The 101 unique records were flagged as “new”; the 202 
records that matched records in Dataset A were flagged as “duplicate.” The duplicate 
records in Dataset B were altered in various ways so that they did not precisely match the 
corresponding records in Dataset A. 
 
We then tested the initial algorithm by using it to match Database B against the records in 
Database A.  (See Appendix B for the actual SQL Server script of the algorithm.) We 
recorded accurate matches, accurate new records, false positive matches, and false 
negative inserts.  We also tracked how many records were set aside due to lack of 
sufficient data, and how many were flagged as ambiguous, since they matched multiple 
records.  Two accuracy percentages were generated.  The first score represents the 
percentage of the 303 records that were handled correctly: duplicate records were 
matched, and new records were inserted.  The second score is based on the resulting 
unduplicated count.  For example, a result of 40 records off the ideal count of 400 
represented a 90% success rate.   
 
Several variations of the algorithm were tested.  The final algorithm presented in this 
paper represents an enhancement of the initial algorithm developed in response to a 
shortcoming revealed by the testing.  We tested the algorithm using both plain text 
identifiers and SHA-1 hashed identifiers.  We also compared unduplication using two 
twelve-digit single field client codes.  Table A-1 depicts the structure of these client 
codes. 
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Table A-1: Construction of Testing Codes 
Digit Client Code 1 Client Code 2 

1 First Letter First Name First Letter First Name 
2 First Letter Last Name First Letter Middle Name 
3 Third Letter Last Name First Letter Last Name 
4 Gender  Gender 
5-8 Day/Month (DDMM) Year 
9-12 Year Last 4 Digits SSN 

 
 Results and Analysis 
 
The results of the testing are shown in Table A-2.  The unduplication algorithm 
successfully handled 94% of the records, resulting in an unduplicated count that is 96% 
accurate.  Four records were set aside by the algorithm due to lack of sufficient data.  The 
15 errors were all false negative errors, meaning that the algorithm failed to match two 
records that were flagged as duplicates.  The algorithm did not generate false positives.  
As expected, the substitution of hashed values did not affect the results. 
  

Table A-2:  Results of Unduplication Algorithm and Various Client Codes 
 A B C D E F G H I 

  
Unduplicated 

Count 
Accurate 
Matches 

Accurate 
New 

False 
Positives 

False 
Negatives 

Not 
enough 

data 

Ambiguous 
Multiple 
Matches 

Data Handling 
Accuracy 

Percentage 

Unduplicated 
Count Accuracy 

Percentage 

Benchmark 400 202 101 0 0 0 0 100% 100% 
          
Draft Algorithm (no 
falsification exception) 443 154 101 0 43 5 0 84% 89% 
2 of 3 parts of DOB can 
match (instead of 
whole) 441 153 100 1 42 5 2 83% 90% 
3 mismatches to falsify 
(instead of 2) 435 162 101 0 35 5 0 87% 91% 

          

Final Algorithm 415 183 101 0 15 4 0 94% 96% 
Final Algorithm/ 
/Hashed IDs 415 183 101 0 15 4 0 94% 96% 
          

Client Code 1 492 90 101 21 91 NA NA 63% 77% 

Client Code 2  523 79 101 0 123 NA NA 59% 69% 

The test had 602 total records.  The starting merged database contained 299 records.  The import data set 
had 303 records 
Key to Columns: 
Unduplicated Count: The number of distinct clients identified after merging the data set. 
Accurate matches: Records in the import dataset marked as duplicates in both the benchmark and the test. 
Accurate New:  Records in the import dataset that were marked as new records in both the benchmark and in the test. 
False Positives:  Records marked as new in the benchmark and duplicate in the test.   
False Negatives: Records marked as duplicate in the benchmark and new in the test. 
Not enough data: Records without SSN nor two out of three of: First Name, Last Name, Date of Birth.   
Ambiguous: Records in merged data set that matched more than one record. 
Merge Accuracy Percentage: The percentage of records in the import dataset that were handled exactly as the benchmark.  (B + 
C)/303 
Unduplicated Count Accuracy:  100% minus the absolute percentage difference between the benchmark unduplicated count and 
the count generated by the test:  1-ABS(A-400)/400  ABS function disregards sign +/-  
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By comparison, the performance of the two client codes was substantially worse, with 
accurate handling rates of 63% and 59%, and unduplicated count accuracy of 77% and 
69%.  Client Code 1, which did not include digits of the SSN, produced 21 false 
positives.  Client Code 2, which did include parts of the SSN, had no false positives, but 
had more false negatives.   
 
A draft version of the algorithm had an 84% accuracy rate for handling records and a 
89% unduplicated count rate.  This version allowed falsification even in cases where 
records matched on both SSN and other identifiers (that is, the current Part 6 of the 
algorithm did not exist).  Another test allowed only 2 out of 3 of the elements of date of 
birth (rather than the whole date of birth) to combine with another element to make a 
potential a match in Part 3.  This change created false positives and ambiguous matches 
and lowered the accuracy rate (though the false positive artificially improved the 
unduplicated count).  A third test involved increasing to 3 the number of data elements 
required to falsify a match.  This improved the accuracy rate to 87% without increasing 
false positives.  However, in the real world, the datasets are larger and likelihood of false 
positives is much higher, so this change was not added into the final algorithm.  Also, 
requiring three fields to falsify would make it almost impossible to falsify a match if the 
date of birth was null in one of the records.   
 
When reviewing the false negatives in earlier testing runs, many of them had matching 
first and last names and SSNs.  However, they were falsified because two or three parts 
of the date of birth were different.  Such a situation could occur in the real world, if for 
example, the program entry date was added in the date of birth field or the month and 
date field were swapped.  Creating the exception to falsification that is now Part 6 of the 
algorithm resolved that issue and increased both the data handling accuracy and the 
unduplication accuracy.  This change also intuitively held true in any size dataset.   
 
A minor change to the final algorithm was also made in the last step, allowing records not 
to be set aside if other names were filled in but not legal names.  This accounts for the 
drop in the “Not Enough Data” column. 
 
Limitations 
 
Testing the unduplication algorithm for “accuracy rates” is a difficult proposition.  One 
can either test against a real database or a dummy database.  The problem with testing 
against a real database is that it is difficult to determine what the actual unduplicated 
count should be.  Thus when two unduplication approaches arrive at different numbers, it 
is not clear, for example, whether one generated an overcount or the other an undercount, 
or both.   
 
The problem with dummy data is that the rules that are used to benchmark whether two 
records represent the same client are based on the same types of assumptions being 
tested.  For example, if one copies a dummy record and changes the SSN and one of the 
names, it may or may not be reasonable to claim that the two records still represent the 
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same theoretical client.  If the person or program creating the dummy dataset knows the 
assumptions of the algorithm, then the test is rigged.  If the assumptions are different, 
then the difference between the actual and expected results merely reflects these 
differences in assumptions. 
 
Ideally, what is needed is a real HMIS data set, where the true number of distinct clients 
is known, because someone had access to the actual clients and could confirm the 
accuracy of matches.  The authors did not have access to such a dataset.  Nevertheless, 
some testing of the algorithm was warranted.  The dummy data option was used since 
there were at least some grounds for benchmarking.   
 
The data handling accuracy percentage is a better indicator of overall performance, even 
though the unduplicated count is more easily understood.  The unduplication percentages 
are generally higher than the data handling percentages since the former factor in records 
from the aggregate dataset that were not duplicated by the import dataset.  Also, the 
unduplicated percentage allows false positives and negatives to cancel each other out, 
lowers the count by discounting records without enough data and flagging records with 
multiple matches  
 
There were several reasons why the false negatives consistently outstripped the false 
positives.  Most of these have to do with the testing environment.  First, the small size of 
the data set meant that the chances of random collisions between two records were 
minimal.  The chance of a false positive rises as the data set grows.  Second, the 
consultant constructing the data set proceeded by copying records, and altering data, but 
calling them duplicates.  That is, the dataset was designed to create false negatives.  Had 
the dataset consisted of many records that were similar but were benchmarked as 
different clients, the number of false positives would have been higher.   
 
This test was somewhat biased against the client code option.  While the algorithm was 
revised to consider the best possible approach, the client code was based on commonly 
used models.  Several other codes were tested, and produced similar results to those 
shown, depending primarily on whether SSN was in the code.  Those using a client code 
might be using it in a more sophisticated manner than was done here.  We simply looked 
for distinct codes to generate the matches.  Two records where everything was the same, 
except that one digit was null, was not counted as a match.  Conversely, two codes where 
everything matched even though large parts of both codes were null, counted as a match.  
Had we flagged matches as “not enough data” where not all elements of the code were 
present, the data handling percentage would have been relatively constant, but the 
unduplicated count would have been lower, since the flagged records would not have 
shown up in the count.  This lower count would be somewhat artificial, since new records 
as well as duplicate records would have been discarded. 
 
The actual percentage results will not align with results in any other dataset, since 
accuracy will be highly dependent on data quality and the types of errors.  However, the 
over performance of the final algorithm should be better than the other methods tested in 
most situations. 
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Appendix B: The Unduplication Algorithm for SQL Server 2000 
 
This appendix contains a complete script of the unduplication algorithm for SQL Server, 
which was used in development of the algorithm and for testing.  It assumes the existence 
of four tables, a source table, target table, a table to hold flagged records and a temporary 
table to store potential matches. 
 
In this implementation all records are either (1) flagged as minimal data or multiple 
matches, or (2) inserted into the target table.  Duplicate records acquire the PersonID of 
the records they are found to match.  Other implementations might update the client 
record.   
 
This script only contains data elements used for unduplication, and a few others that were 
used for testing purposes.  Real-world implementations would generally need to carry 
additional client data along.  Real-world implementations may also have some of the 
data, such as “Other Names” on separate tables, which would complicate the procedure. 
 
The script was designed such that it could track easily with the steps outlined in the body 
of this paper.  Thus the explanatory and demonstration purpose overrode concerns 
regarding the most efficient implementation of the concepts.  This code was tested on 
only a small dataset and no attempt was made to optimize for performance.  Nor is there 
error handling, which would be expected in production implementations.   
 
Comments in bold label the parts of the code that can be matched to the main text of this 
specification.  Other comments refer to programmatic issues particular to this code 
sample.   
 
--Declarations**************************************************** 
---Variables for fields used in matching 
Declare @ID int 
Declare @SSN varchar(256) 
Declare @SSNQuality int 
Declare @Fname varchar(256) 
Declare @Lname varchar(256) 
Declare @Suffix varchar(10) 
Declare @OtherLastName varchar(256) 
Declare @OtherFirstname varchar(256) 
Declare @gender varchar(1) 
Declare @date_birth smalldatetime  
 
---These fields were used for testing the algorithm, not needed for standard usage 
Declare @MiddleName varchar(256) 
Declare @DupControl char(1) 
Declare @ClientCode varchar(15) 
Declare @ClientCode2 varchar(15) 
 
 
---Counters 
Declare @matchcount int  -- holds the number of matches in the Temp_PotentialMatches$ table 
Declare @nullcount  int  -- stores null values to determine whether enough data are available  
Declare @dupeid int --holds the id of a record in the TargetDataSet$ table that matches the source record 
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Declare sourceclientscursor Cursor for 
 Select ID, SSN, SSNQuality, Upper(FirstName) , Upper(MiddleName), Upper(LastName), 
Upper(Suffix), Upper(OtherLastName), Upper(OtherFirstname), Gender, DOB, DupControl, clientcode, 
clientcode2 from SourceDataSet$ 
 
------------------------------------------------------ 
 
--Clean up holding tables 
Delete from flagged_clients$ 
Delete from Temp_PotentialMatches$ 
 
---Begin procedure********************************************************* 
Open sourceclientscursor 
 
--get first record 
Fetch Next from sourceclientscursor into 
  @id, @ssn, @SSNQuality, @fname,  @MiddleName , @lname, @Suffix, @OtherLastName, 
@OtherFirstname, @gender, @date_birth, @DupControl, @clientcode, @clientcode2 
 
 
WHILE @@FETCH_STATUS = 0 
BEGIN 
   
   
-- PART 1 Data Quality Check*************************   
 set @nullcount = 0 
 
  If @fname is null AND @OtherFirstname is null 
     set @nullcount = @nullcount + 1 
  If @lname is null and @OtherLastName is null 
     set @nullcount = @nullcount + 1 
  If @date_birth is null 
     set @nullcount = @nullcount + 1 
   
  IF @ssn is null and  @nullcount >= 2 
     insert into flagged_clients$ values (@id, null) 
  ELSE     --Sufficient data are present 
 
      BEGIN 
         Insert into Temp_PotentialMatches$ 
          --PART 2   Selection of matches************************** 

Select ID, Upper(FirstName) ,Upper(MiddleName), Upper(LastName), Upper(Suffix), 
Upper(OtherLastName),Upper(OtherFirstname), Upper(SSN), SSNQuality, DOB, 
Gender , DupControl, PersonID, clientcode, clientcode2 

               from TargetDataSet$ 
           --Part 3  Attempt match based on complete SSNs*********** 
           where  
            ( 
                ( 

    (SSN = @SSN) And (SSNQuality <> 2) and (@SSNQuality <> 2) 
  ) 

           --Part 4 Match based on other identifiers************************* 
            or 
             (  
   /*Case statements used to convert conditions to numerals and calculate the 
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   number of matched fields*/ 
(case when ((FirstName = @fname) or (FirstName  = @OtherFirstname ) or 

(OtherFirstname  = @fname) or (OtherFirstName = @OtherFirstname ) )  then 1 
else 0 end) + 

(case when ((LastName  = @LName) or (LastName  = @OtherLastName)  or 
(OtherLastName  = @LName)  or (OtherLastName = @OtherLastName) ) then 
1 else 0 end) + 

                        (case when  DOB = @date_birth  then 1 else 0 END) + 
/* No need to check for Quality Code.  If we are here then either SSNs didn't match  
or at least one SSN coded as partial.  */    
(case when  SSN = @SSN   then 1 else 0 end)  

                     ) >= 2 
         )  
        
     --Part 5 Falsify Potential Matches  ***************************** 
      -- Note: @field <> field is false if either field is null 
        Delete from Temp_PotentialMatches$ WHERE 
         ( 
             ( case when Month(@date_birth) <> Month(DOB) then  1 Else 0 END)+ 
            ( case when Day(@date_birth) <> Day(DOB) then 1 Else 0 END) + 
                ( case when Year(@date_birth) <> Year(DOB) then 1 Else 0 END ) + 
                ( case when @gender <> gender then 1 else 0  END) + 

               ( case when @ssn <> SSN And (SSNQuality <> 2) and (@SSNQuality <> 2) 
 then 1 else 0 END) + 

                ( case when @Suffix <> Suffix then 1 else 0 END) 
         ) >= 2 
               -- Part 6 Falsification Exception****************************                 
        and not  
             (              
    ((SSN = @SSN) And (SSNQuality <> 2) and (@SSNQuality <> 2)) 
             And 
    (  

(case when ((FirstName = @fname) or (FirstName  = @OtherFirstname ) or          
(OtherFirstname  = @fname) or (OtherFirstName =  
@OtherFirstName))  then 1 else 0 end) + 

               (case when ((LastName  = @LName) or (LastName  = @OtherLastName)  or  
(OtherLastName  = @LName) or (OtherLastName =  
@OtherLastName)) then 1 else 0 end) + 

             (case when  DOB = @date_birth  then 1 else 0 END)  
             ) >= 2 
            )  

--Part 7 Twin Check ****************************************** 
 
  IF (@fname is not null) and (DateDiff(yyyy, @date_birth, getdate()) < 18)  

/* in real world, should use program entry date rather current date.  */ 
   BEGIN 
                  Delete from Temp_PotentialMatches$  
                                   Where SSN <> @SSN 
        And  DOB = @date_birth 

      And ((LastName  = @Lname) or (LastName  = @OtherLastName)  or 
              (OtherLastName  = @Lname) or (OtherLastName = @OtherLastName)) 
And Not   ((FirstName = @fname) or (FirstName  = @OtherFirstname ) or      

         (OtherFirstname  = @fname) or (OtherFirstName = @OtherFirstname ) )   
                      And ((FirstName is not null) or (OtherFirstName is not null)) 
                  END    
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    /*Determine number of matches, distinct PersonIDs are counted since in this implementation all records 
are added to the target database, duplicate records are indicated by receiving the same PersonID as the 
record matched.  */ 
 
Set @dupeid = 0 
 Select @matchcount = count(distinct PersonID) from Temp_PotentialMatches$  
 
     
     --Part 8 Duplicate Record/ Actual Match********************************** 
    IF @matchcount = 1 
          BEGIN 
                     Select @dupeid = max(PersonId) from Temp_PotentialMatches$   
           
                  -- PersonID takes the ID of the matched record 

        Insert into TargetDataSet$ 
(PersonID,  SSN, SSNQuality, FirstName, MiddleName, LastName, Suffix, 

OtherLastName, OtherFirstname, gender, DOB, DupControl, ClientCode, 
Clientcode2) 

Values (@dupeid,  @ssn, @SSNQuality, @fname, @MiddleName, @lname, @Suffix, 
@OtherLastName, @OtherFirstname, @gender, @date_birth, @DupControl,  
@clientcode, @clientcode2) 

   END 
     --Part 9  New Record *********************************************** 
     Else IF @matchcount = 0   
 BEGIN     

   Insert into TargetDataSet$ 
   ( SSN, SSNQuality, FirstName, MiddleName, LastName, Suffix, OtherLastName,  

OtherFirstname, gender, DOB, DupControl,   ClientCode, Clientcode2) 
Values ( @ssn, @SSNQuality, @fname, @MiddleName, @lname, @Suffix, 
@OtherLastName,  

@OtherFirstname, @gender, @date_birth, @DupControl,   @clientcode, 
@clientcode2) 

           
         --set the PersonID to match the primary key ID for the last record inserted ************* 
           Update TargetDataSet$ Set PersonID = ID Where ID = SCOPE_IDENTITY() 

          END 
     --Part 10 - Multiple Match********************************************* 
    ELSE if @matchcount > 1 
      
      BEGIN 
                  Insert into flagged_clients$ 
                    Select @id, id from Temp_PotentialMatches$ 
      END 
  END –Ends the entire process for current record 
   --- Clear out Temp DB  
   Delete from Temp_PotentialMatches$   
   
  --Get next incoming record 
   FETCH NEXT FROM sourceclientscursor INTO 
        @id, @ssn, @SSNQuality, @fname, @MiddleName, @lname, @Suffix, @OtherLastName,  

@OtherFirstname,@gender, @date_birth, @DupControl,  @clientcode, @clientcode2 
 
END 
CLOSE sourceclientscursor 
DEALLOCATE sourceclientscursor  
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